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fMRI can be highly reliable, but it depends on what you measure 

In a recent article, Elliot and colleagues (2020) systematically evaluated the reliability of 

individual differences in task-based fMRI activity, and found reliability to be poor. They 

conclude: “commonly used task-fMRI measures generally do not have the test-retest reliability 

necessary for biomarker discovery or brain–behavior mapping.” This is an important and timely 

effort, and we applaud Elliot et al. for spotlighting the need to evaluate and improve the 

psychometric properties of fMRI. Larger sample sizes combined with pattern recognition 

techniques have made translational applications seem finally within reach (Woo et al., 2017). As 

the field gets serious about using the brain to predict behavior and health outcomes, reliability 

and other measurement properties will become increasingly important.   

However, along with their findings and constructive criticism comes the potential for 

counterproductive overgeneralization. Though Elliot et al. focus on the oldest and arguably most 

limited type of fMRI activity measure–average activity levels within isolated brain regions–this 

paper has already garnered media attention that dramatically mischaracterizes the conclusions 

drawn from this paper. One headline reads, “...every brain activity study you’ve ever read is 

wrong”1.  The sociocultural causes of anti-fMRI (and anti-science) sentiments are not our 

concern here, but it is necessary to respond to Elliot et al. by pointing out some of the boundary 

conditions of their critique. fMRI can, in fact, be highly reliable if the right measures are used. In 

addition, many use cases for biomarkers do not require reliable individual differences.  

Reliability estimates in Elliot et al.’s study are handicapped in several ways. Most importantly, 

they limit their analysis to activity in isolated brain regions. Single-region activity and measures 

typically have modest effect sizes and predictive validity (Poldrack et al., 2017). However, 

multivariate measures optimized using machine learning can have dramatically larger effect 

sizes (Reddan et al., 2017) and reliable individual differences in the “good” to “excellent” range 

(Gianaros et al., 2020; Woo & Wager, 2016). We discuss several examples below and illustrate 

them in Figure 1.  

In addition to this limitation, the studies in Elliot et al.’s analysis have (a) small sample sizes, (b) 

little data per participant (often as little as 5 minutes) which substantially reduces reliability; (c) 

single-task measures rather than the composite-task measures typical in other fields, which can 

 
1 Cohen, A. “Duke University researchers say every brain activity study you’ve ever read is wrong”. 6-25-
2020 https://www.fastcompany.com/90520750/duke-university-researchers-say-every-brain-activity-study-
youve-ever-read-is-wrong 
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be much more reliable (Miyake et al. 2000; Kragel et al. 2018), and (d) long test-retest intervals, 

up to 140 days in the Human Connectome Project (HCP) data. The latter introduce meaningful 

changes over time that reduce reliability. Only one study in Elliot et al.’s “unbiased” set had N > 

50, compared with sample sizes >1,000 in a number of modern translational fMRI efforts (e.g., 

Miller et al. 2016). This introduces noise in the selection of regions that reduces reliability. Elliot 

et al. acknowledge many of these points, but their cumulative effects paint a far bleaker picture 

of reliability than the current state-of-the-science affords.  

Figure 1 shows four examples of multivariate fMRI measures with high reliability in large 

samples. Recently, Gianaros et al. (2020) identified two patterns predictive of cardiovascular 

disease risk using an emotional picture-viewing task and the HCP Emotion task. The test-retest 

reliability of these multivariate ‘signatures’ across the first and second half of the session 

(equivalent to internal consistency) was “good” to “excellent”: (rSpearman-Brown .82 and .73, N = 338 

and 427, respectively; Figure 1a). In contrast, reliability of commonly studied regions (e.g., 

amygdala) was substantially lower (r = .11 to .27). In a second example, we assessed the 

reliability of Neurologic Pain Signature (NPS) responses–an established neuromarker for pain–

in 8 fMRI studies of experimental pain (N = 228; data from (Geuter et al., 2020; Jepma et al., 

2018)). Reliability was “good” to “excellent” in all studies (Figure 1b). Naturally, reliability may be 

attenuated over longer time intervals, but brain states may also change meaningfully across 

time. 

Other multivariate fMRI measures also show strong evidence for stable person-level scores 

across time. For example, Drysdale et al. identified fMRI activity patterns constituting 4 distinct 

biotypes for depression (total N > 1,000). Test-retest analyses across 4 weeks showed excellent 

(90%) agreement of biotype classifications (Figure 1c). Kamitani and Tong (2005) evaluated the 

ability to predict the visual angle of a line based on fMRI activity. A multivariate pattern 

developed during one session predicted visual angle in a second session 31-40 days later with 

little loss of accuracy (0.7 to 1 degree of error). Together, these examples and many others 

(e.g., Finn et al., 2015) show that fMRI can yield individual person-level measures that are 

stable across time. 

Finally, biomarkers need not always require high reliability across individuals to be useful.  The 

U.S. FDA (FDA-NIH Biomarker Working Group, 2016) identified 7 biomarker use cases. Some 

require reliable individual differences (e.g., biomarkers of disease risk and prognostic 

biomarkers), but others do not (e.g., pharmacodynamic, response, monitoring, and safety 
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biomarkers). fMRI patterns can robustly detect specific brain states within individuals – e.g., 

whether a person is viewing a face (Haxby et al., 2001), replaying a memory (Wimmer et al., 

2020), paying attention (Rosenberg et al., 2016), engaging in self-regulation (Cosme et al., 

2020), or experiencing pain (Duff et al., n.d.). Such measures can be used to monitor the 

engagement of mind-brain processes, track responses to treatment, and reveal brain 

mechanisms associated with these. These uses depend on “task reliability,” a measure’s ability 

to consistently identify a task state in repeated tests (Hedge et al., 2018). We re-analyzed the 

HCP data presented in Elliot et al., and found that a multivariate model designed to identify 

engagement of face (vs. shape) processing has “exceptional” task reliability across 4 weeks 

(Cohen’s κ = .909; Figure 1d). Thus, even if individual differences are not reliable for a particular 

task and population, valid and useful biomarkers can be developed. 

Ultimately, reliability is not a fixed property of an assay, let alone a whole measurement 

technology. It depends on details of the tasks, the sample population, and the measures 

extracted from them (Streiner, 2003). Other recent criticisms of aspects of fMRI (Eklund et al., 

2016; Vul et al., 2009) have been used to levy a blanket condemnation of fMRI as a whole. We 

caution against such overgeneralization, and propose that the findings of Elliot et al. should be 

considered as a lower bound on the reliability of fMRI. The upper bound of fMRI reliability using 

state-of-the-art methods is quite high, and remains to be fully explored. We are optimistic that 

the future is bright for fMRI research focused on biomarker development.  

  



RELIABLE FMRI 6 

References 

Barch, D. M., Burgess, G. C., Harms, M. P., Petersen, S. E., Schlaggar, B. L., Corbetta, M., Glasser, M. 

F., Curtiss, S., Dixit, S., Feldt, C., Nolan, D., Bryant, E., Hartley, T., Footer, O., Bjork, J. M., Poldrack, 

R., Smith, S., Johansen-Berg, H., Snyder, A. Z., … WU-Minn HCP Consortium. (2013). Function in 

the human connectome: task-fMRI and individual differences in behavior. NeuroImage, 80, 169–189. 

Cosme, D., Zeithamova, D., Stice, E., & Berkman, E. T. (2020). Multivariate neural signatures for health 

neuroscience: Assessing spontaneous regulation during food choice. Social Cognitive and Affective 

Neuroscience. https://doi.org/10.1093/scan/nsaa002 

Drysdale, A. T., Grosenick, L., Downar, J., Dunlop, K., Mansouri, F., Meng, Y., Fetcho, R. N., Zebley, B., 

Oathes, D. J., Etkin, A., Schatzberg, A. F., Sudheimer, K., Keller, J., Mayberg, H. S., Gunning, F. M., 

Alexopoulos, G. S., Fox, M. D., Pascual-Leone, A., Voss, H. U., … Liston, C. (2017). Resting-state 

connectivity biomarkers define neurophysiological subtypes of depression. Nature Medicine, 23(1), 

28–38. 

Duff, E. P., Moultrie, F., van der Vaart, M., Goksan, S., Abos, A., Fitzgibbon, S. P., Baxter, L., Wager, T. 

D., & Slater, R. (n.d.). Inferring the infant pain experience: a translational fMRI-based signature 

study. https://doi.org/10.1101/2020.04.01.998864 

Eklund, A., Nichols, T. E., & Knutsson, H. (2016). Cluster failure: Why fMRI inferences for spatial extent 

have inflated false-positive rates. Proceedings of the National Academy of Sciences of the United 

States of America, 113(28), 7900–7905. 

Elliott, M. L., Knodt, A. R., Ireland, D., Morris, M. L., Poulton, R., Ramrakha, S., Sison, M. L., Moffitt, T. E., 

Caspi, A., & Hariri, A. R. (2020). What Is the Test-Retest Reliability of Common Task-Functional MRI 

Measures? New Empirical Evidence and a Meta-Analysis. Psychological Science, 

956797620916786. 

FDA-NIH Biomarker Working Group. (2016). BEST (Biomarkers, EndpointS, and other Tools) Resource. 

Food and Drug Administration (US). 

Finn, E. S., Shen, X., Scheinost, D., Rosenberg, M. D., Huang, J., Chun, M. M., Papademetris, X., & 

Constable, R. T. (2015). Functional connectome fingerprinting: identifying individuals using patterns 



RELIABLE FMRI 7 

of brain connectivity. Nature Neuroscience, 18(11), 1664–1671. 

Geuter, S., Reynolds Losin, E. A., Roy, M., Atlas, Lauren Y, Schmidt, L., Krishnan, A., Koban, L., Wager, 

T. D., & Lindquist, M. A. (2020). Multiple Brain Networks Mediating Stimulus–Pain Relationships in 

Humans. Cerebral Cortex , 30(7), 4204–4219. 

Gianaros, P. J., Kraynak, T. E., Kuan, D. C.-H., Gross, J. J., McRae, K., Hariri, A. R., Manuck, S. B., 

Rasero, J., & Verstynen, T. D. (2020). Affective brain patterns as multivariate neural correlates of 

cardiovascular disease risk. Social Cognitive and Affective Neuroscience. 

https://doi.org/10.1093/scan/nsaa050 

Haxby, J. V., Gobbini, M. I., Furey, M. L., Ishai, A., Schouten, J. L., & Pietrini, P. (2001). Distributed and 

overlapping representations of faces and objects in ventral temporal cortex. Science, 293(5539), 

2425–2430. 

Hedge, C., Powell, G., & Sumner, P. (2018). The reliability paradox: Why robust cognitive tasks do not 

produce reliable individual differences. Behavior Research Methods, 50(3), 1166–1186. 

Jepma, M., Koban, L., van Doorn, J., Jones, M., & Wager, T. D. (2018). Behavioural and neural evidence 

for self-reinforcing expectancy effects on pain. Nature Human Behaviour, 2(11), 838–855. 

Kragel, P. A., Kano, M., Van Oudenhove, L., Ly, H. G., Dupont, P., Rubio, A., Delon-Martin, C., Bonaz, B. 

L., Manuck, S. B., Gianaros, P. J., Ceko, M., Reynolds Losin, E. A., Woo, C.-W., Nichols, T. E., & 

Wager, T. D. (2018). Generalizable representations of pain, cognitive control, and negative emotion 

in medial frontal cortex. Nature Neuroscience, 21(2), 283–289. 

Miller, K. L., Alfaro-Almagro, F., Bangerter, N. K., Thomas, D. L., Yacoub, E., Xu, J., Bartsch, A. J., 

Jbabdi, S., Sotiropoulos, S. N., Andersson, J. L. R., Griffanti, L., Douaud, G., Okell, T. W., Weale, P., 

Dragonu, I., Garratt, S., Hudson, S., Collins, R., Jenkinson, M., … Smith, S. M. (2016). Multimodal 

population brain imaging in the UK Biobank prospective epidemiological study. Nature Neuroscience, 

19(11), 1523–1536. 

Miyake, A., Friedman, N. P., Emerson, M. J., Witzki, A. H., Howerter, A., & Wager, T. D. (2000). The unity 

and diversity of executive functions and their contributions to complex “Frontal Lobe” tasks: a latent 

variable analysis. Cognitive Psychology, 41(1), 49–100. 

Poldrack, R. A., Baker, C. I., Durnez, J., Gorgolewski, K. J., Matthews, P. M., Munafò, M. R., Nichols, T. 



RELIABLE FMRI 8 

E., Poline, J.-B., Vul, E., & Yarkoni, T. (2017). Scanning the horizon: towards transparent and 

reproducible neuroimaging research. Nature Reviews. Neuroscience, 18(2), 115–126. 

Reddan, M. C., Lindquist, M. A., & Wager, T. D. (2017). Effect Size Estimation in Neuroimaging. JAMA 

Psychiatry , 74(3), 207–208. 

Rosenberg, M. D., Finn, E. S., Scheinost, D., Papademetris, X., Shen, X., Constable, R. T., & Chun, M. 

M. (2016). A neuromarker of sustained attention from whole-brain functional connectivity. Nature 

Neuroscience, 19(1), 165–171. 

Streiner, D. L. (2003). Starting at the beginning: an introduction to coefficient alpha and internal 

consistency. Journal of Personality Assessment, 80(1), 99–103. 

Van Essen, D. C., Smith, S. M., Barch, D. M., Behrens, T. E. J., Yacoub, E., Ugurbil, K., & WU-Minn HCP 

Consortium. (2013). The WU-Minn Human Connectome Project: an overview. NeuroImage, 80, 62–

79. 

Vul, E., Harris, C., Winkielman, P., & Pashler, H. (2009). Voodoo correlations in social neuroscience. 

Perspectives on Psychological Science: A Journal of the Association for Psychological Science, 4(3), 

274–290. 

Wimmer, G. E., Liu, Y., Vehar, N., Behrens, T. E. J., & Dolan, R. J. (2020). Episodic memory retrieval 

success is associated with rapid replay of episode content. Nature Neuroscience. 

https://doi.org/10.1038/s41593-020-0649-z 

Woo, C.-W., Chang, L. J., Lindquist, M. A., & Wager, T. D. (2017). Building better biomarkers: brain 

models in translational neuroimaging. Nature Neuroscience, 20(3), 365–377. 

Woo, C.-W., & Wager, T. D. (2016). What reliability can and cannot tell us about pain report and pain 

neuroimaging [Review of What reliability can and cannot tell us about pain report and pain 

neuroimaging]. Pain, 157(3), 511–513. 

 



RELIABLE FMRI 9 

Figure Captions 

Figure 1. Multivariate brain models can be highly reliable. (a) Reliability of a multivariate signature 
of cardiovascular disease risk (Gianaros et al., 2020). Inset brain renders depict significant pattern 
weights fit on brain responses to affective images that positively (warm colors) and negatively 
(cool colors) contribute to the prediction of a marker of preclinical atherosclerosis. The scatterplot 
depicts data used to estimate split-half reliability (N = 338). (b) Within-session split-half reliability 
of pain reports, the Neurological Pain Signature (NPS; a multivariate predictive model of physical 
pain), and average brain activity in pain-related regions of interest for 8 studies that experimentally 
manipulate pain (Study Ns = 17-50, total N = 228; Geuter et al., 2020; Jepma et al. 2018). The 
intraclass correlation coefficient ICC(3, k) was computed based on responses to the first and 
second half of trials. Each circle corresponds to a study. The larger circles and vertical lines 
indicate the mean and standard error across studies. (c) Agreement of depression biotype 
classification in two fMRI sessions that were collected 4 weeks apart (Drysdale et al., 2017). Brain 
renders illustrate nodes whose connectivity was indicative of each biotype relative to healthy 
controls; red indicates increased connectivity and blue decreased connectivity. (d) Test-retest 
reliability of classifications in the Emotion task of the Human Connectome Project (Van Essen et 
al. 2013; Barch et al. 2013). A linear SVM model trained to classify responses to faces and shapes 
exhibits perfect classification performance (AUROC = 1.0) and excellent reliability (Cohen’s 
Kappa = .91) in test data from independent subjects. 
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Figure 1. 
 

 


